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Machine Learning System

(1) Gather	training	data

(2)	Train	ML	model		f		from	data

(3)	Use		f		in	some	application	or	publish	it	
for	others	to	use
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The image on the left is a face that was altered by computer processing. It may or may not correspond to one of the faces displayed to the
right of it.

If you believe that it does correspond to one of the other faces, please select the corresponding image. If you do not believe that it corresponds
to one of the other faces, select “Not Present”.

Altered Image

Fig. 10. Task shown to Mechanical Turk workers for reconstruction attack evaluation. The actual tasks shown to workers rendered the “altered” image above
the other images, while here we show them configured horizontally to save space.
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Fig. 11. Reconstruction attack results.

In 80% of the experiments, one of the five images contained
the individual corresponding to the label used in the attack.
As a control, 10% of the instances used a plain image from
the data set rather than one produced by MI-FACE. This
allowed us to gauge the baseline ability of the workers at
matching faces from the training set. In all cases, the images
not corresponding to the attack label were selected at random
from the training set. Workers were paid $0.08 for each task
that they completed, and given a $0.05 bonus if they answered
the question correctly, and workers were generally able to
provide a response in less than 40 seconds. They were allowed
to complete at most three tasks for a given experiment. As
a safeguard against random or careless responses, we only
allowed workers who have completed at least 1,000 jobs on
Mechanical Turk and achieved at least a 95% approval rating,
to complete the task.

algorithm time (s) epochs
Softmax 1.4 5.6
MLP 1298.7 3096.3
DAE 692.5 4728.5

Fig. 12. Attack performance.

1) Performance: We
ran the attack for each
model on an 8-core
Xeon machine with 16G
memory. The results are
shown in Figure 12.
Reconstructing faces out of the softmax model is very
efficient, taking only 1.4 seconds on average and requiring
5.6 epochs of gradient descent. MLP takes substantially
longer, requiring about 21 minutes to complete and on the
order of 3000 epochs of gradient descent. DAE requires less
time (about 11 minutes) but a greater number of epochs. This
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Fig. 13. Reconstruction of the individual on the left by Softmax, MLP, and
DAE.

is due to the fact that the search takes place in the latent
feature space of the first autoencoder layer. Because this has
fewer units than the visible layer of our MLP architecture,
each epoch takes less time to complete.

2) Accuracy results: The main accuracy results are shown
in Figure 11. In this figure, overall refers to all correct
responses, i.e., the worker selected the image corresponding
to the individual targeted in the attack when present, and
otherwise selected “Not Present”. Identified refers to instances
where the targeted individual was displayed among the test
images, and the worker identified the correct image. Excluded

referes to instances where the targeted individual was not

displayed, and the worker correctly responded “Not Present”.
Figure 11a gives results averaged over all responses,

whereas 11b only counts an instance as correct when a
majority (at least two out of three) users responded correctly.
In both cases, Softmax produced the best reconstructions,
yielding 75% overall accuracy and up to an 87% identifi-
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longer, requiring about 21 minutes to complete and on the
order of 3000 epochs of gradient descent. DAE requires less
time (about 11 minutes) but a greater number of epochs. This

Target Softmax MLP DAE

Fig. 13. Reconstruction of the individual on the left by Softmax, MLP, and
DAE.

is due to the fact that the search takes place in the latent
feature space of the first autoencoder layer. Because this has
fewer units than the visible layer of our MLP architecture,
each epoch takes less time to complete.

2) Accuracy results: The main accuracy results are shown
in Figure 11. In this figure, overall refers to all correct
responses, i.e., the worker selected the image corresponding
to the individual targeted in the attack when present, and
otherwise selected “Not Present”. Identified refers to instances
where the targeted individual was displayed among the test
images, and the worker identified the correct image. Excluded

referes to instances where the targeted individual was not

displayed, and the worker correctly responded “Not Present”.
Figure 11a gives results averaged over all responses,

whereas 11b only counts an instance as correct when a
majority (at least two out of three) users responded correctly.
In both cases, Softmax produced the best reconstructions,
yielding 75% overall accuracy and up to an 87% identifi-
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Model Inversion Attack

Model	f

Training

Querying

Reconstructing

(1) This	work	was	firstly	proposed	in	[1]	
and	then	further	developed	in	[2].

(2) Intro:	Try	to	recover	part	of	the	
training	data	by	making	black-box	calls	
to	the	model.	

[1]Fredrikson,	Matthew,	et	al.	"Privacy	in	Pharmacogenetics:	An	End-to-End	Case	Study	of	Personalized	Warfarin	Dosing."USENIX	Security	
Symposium, 2014.
[2] Fredrikson,	Matt,	Somesh Jha,	and	Thomas	Ristenpart.	"Model	inversion	attacks	that	exploit	confidence	information	and	basic	
countermeasures.” ACM	CCS, 2015.



Membership Inference Attack

(1) This	work	was	proposed	in	[1].

(2) Intro:	Different	from	model	inversion	
attack	which	tries	to	recover	training	
data,	this	attack	tries	to	predict	
whether	a	given	input	belongs	to	the	
training	data	or	not.

[1]Shokri,	Reza,	Marco	Stronati,	and	Vitaly Shmatikov.	"Membership	inference	attacks	against	machine	learning	models." IEEE	
Symposium	on	Security	and	Privacy,	2017.



Collaborative Deep Learning Attack with GAN

(1) This	work	was	proposed	in	[1].

(2) Intro:	This	attack	is	used	in	distributed	
machine	learning	setting,	where	the	
attacker	trains	a	GAN	model	locally	to	
generate	some	training	set	he/she	does	
not	have	before.

[1] Hitaj,	Briland,	Giuseppe	Ateniese,	and	Fernando	Perez-Cruz.	"Deep	Models	Under	the	GAN:	Information	Leakage	from	Collaborative	
Deep	Learning.”	ACM	CCS,	2017



Existing countermeasures

• Differential	Privacy:
(a)	May	influence	the	system	utility	if	much	noise	is	added.	Such	as	in	[1],

the	accuracy	drops	more	than	10%	on	CIFAR	when	dp is	used.

(b)	In	[2],	the	author	says	their	attack	only	fails	when	differential	
privacy	totally	breaks	the	system’s	utility.

Differential	Privacy	is	good	but	not	enough!	
We	hope	to	build	a	generalized	defense	method	which	can	preserve	utility	
and	privacy	at	the	same	time.

[1]	Abadi,	Martin,	et.al. “Deep	Leaning	with	Differential	Privacy”	ACM	CCS,	2016
[2]	Hitaj,	Briland,	Giuseppe	Ateniese,	and	Fernando	Perez-Cruz.	"Deep	Models	Under	the	GAN:	Information	Leakage	from	Collaborative	
Deep	Learning.”	ACM	CCS,	2017
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Method

• Two	inspections:
(a)	The	best	way	to	protect	data	is	just	not	to	
use	them	at	all.	(i.e.	no	chance	for	attackers)
(b)	Training	models	needs	data.

• Initial	Idea:
Can	we	distort	original	data	before	training	and	
use	distorted	data	as	new	training	data	so	that	
even	if	attackers	can	get	the	distorted	data,	
their	gains	are	still	limited?

Not	to	
use	data

Training	
a	model

Contradiction

Compromise

Original	Data New	Training	Data

Distortion

Our	defense	method	can	be	used	as	a	generalized	approach	for	mitigating	such	threats.
We	also	want	to	guarantee	our	distortion	will	not	influence	the	utility	too	much.



Method

• Designing	goals:
(a)	Enough	distortion	to	protect	privacy
(b)	Preserve	the	utility	of	the	trained	model

• Privacy	Metric:
(a)	Norm	Distance
(b)	Membership	Inference	Attack	Precision

• Utility	Metric:
(a)	Accuracy	of	the	trained	system
(b)	Overhead	to	the	original	system	like	extra	training	time

Metric

Privacy	Metric

Norm	Distance

Membership	
Inference	Attack	

Precision

Utility	Metric

Accuracy

Overhead



Method

• Inspiration:
(a)From	the	recent	work	by	Koh et	al.	in	ICML		

2017,	by	using	the	theory	tool	influence			
function,	we	can	find	sensitive	and	
insensitive	features.

(b)Adversarial	examples	are	trying	to	leverage
those	sensitive	features.	We	are	trying	to	do	
the	opposite!

Features	

Sensitive Insensitive

Adversarial	
Examples Distortion



Method
• Two	Distortion	Methods:
(a)	Build	an	Influence	function[1]	based	reformer	(i.e.	distortion)	function.
(b)	Considering	high	computing	complexity	of	the	first	method,	we	further	build	an	

autoencoder based	reformer	function.		

[1]	Koh,	Pang	Wei,	and	Percy	Liang.	"Understanding	black-box	predictions	via	influence	functions.”	 in	ICML	2017



Method

• Influence	Function	based	Reformer:
The	distortion's	influence	of	a	training	data		is	as	follows[1]:

Step:			
(a)	Compute	this	gradient	
(b)	Add	noise	orthogonal to	this	direction	
(For	adversarial	examples,	it	will	be	along	this	direction.)

[1]	Koh,	Pang	Wei,	and	Percy	Liang.	"Understanding	black-box	predictions	via	influence	functions.”	 in	ICML	2017



Method

• Autoencoder[1]	based	Reformer:
An	autoencoder has	the	structure	as	follows.:

It	comprises	of	two	parts:	encoder	and	decoder.
It	is	used	in	coding	data	into	low-dimensional	representations[1].

[1]	Hinton	et.al.	“Reducing	the	dimensionality	of	data	with	neural	networks.”	 in	Science	2006



Method

• Autoencoderbased	Reformer:
Step:

(a)	Firstly	train	an	autoencoder on	training	data
(b)	Discard	the	decoder	part	and	use	the	encoded	data	as	the	new	training	data
(c)	Further	combined	with	differential	privacy	(in	our	latest	research	work)

Original	Data

Autoencoder

(a)	Training
Original	Data

(b)	Encoding

New	Training	Data
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Evaluation
• Dataset:
(a)	MNIST
(b)	CIFAR-10	
(c)	Adult	Census	Data	
(d)	Malware	Data

• Environment	Setup:
All	the	experiments	are	done	on	the	machine	with	system	Ubuntu	14.04,
Python	2.7,	PyTorch and	GTX	1080	Ti.



Experiment on Influence based Reformer
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Considering	the	computation	complexity,	we	only	evaluate	this	method	
on	one-layer	neural	network	and	dataset	MNIST.

When	original	data	changes	more	
than	30%,	the	accuracy	is	still	
above	87%	(originally	91.7%)	

This	is	just	a	simple	visualization	
of	how	data	looks	like	when	it	is	
changed	over	30%.



Experiment on Autoencoder based Reformer

For	autoencoder based	method,	we	have	done	the	experiments	on	all	the	
datasets.	Considering	the	data	format,	we		choose	convolutional	autoencoder
and	fully	connected	autoencoder.

The	accuracy	perturbation	is	within	5%	for	all	the	datasets!



Experiment on Autoencoder based Reformer

An	visualization	of	difference	between	
original	data	and	encoded	data	on	
MNIST.	

From	norm	distance	metric,	all	data	
(MNIST	and	CIFAR-10)changes	at	least	
45%	in	L0,	L2	and	L-infinity	norm.



Experiment on Defense against Existing Attacks 

• Model	Inversion	Attack:
We	do	the	experiment	on	one-layer	neural	network	and	choose
MNIST	dataset.	The	attack	efficiency	of	recovering	‘0’	is	as	follows:



Experiment on Defense against Existing Attacks 

• Membership	Inference	Attack:
We	adopt	the	same	experiment	setting	from	Shokri et	al.	in	Oakland
2017	and	choose	the	dataset	CIFAR-10.	The	result	is	as	follows:

We	can	clearly	see	
nearly	for	all	the	
classes	the	precision	
drops	by	20%.



Experiment on Defense against Existing Attacks 

• Collaborative	Deep	Learning	Attack	with	GAN:
Evaluated	on	the	same	setting	with	Hitaj et	al.	in	CCS	2017	and	the		
result	is	as	follows:

We	can	see	the	attack	
efficiency	is	greatly	damaged!
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Conclusion

• In	this	paper,	we	have	proposed	a	generalized	defense	method	for	achieving	
privacy-preserving	machine	learning.

• We	leverage	both	influence	function	and	autoencoder to	design	our	defense	
mechanism.

• Our	method	can	preserve	utility	and	protect	privacy	at	the	same	time.

• Our	method	can	defend	all	the	current	attacks.
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